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Abstract—Cloud computing has received significant attention recently. Delivering quality guaranteed services in clouds is highly
desired. Distributed file systems (DFSs) are the key component of any cloud-scale data processing middleware. Evaluating the
performance of DFSs is accordingly very important. To avoid cost for late life cycle performance fixes and architectural redesign,
providing performance analysis before the deployment of DFSs is also particularly important. In this paper, we propose a systematic
and practical performance analysis framework, driven by architecture and design models for defining the structure and behavior of
typical master/slave DFSs. We put forward a configuration guideline for specifications of configuration alternatives of such DFSs, and a
practical approach for both qualitatively and quantitatively performance analysis of DFSs with various configuration settings in a
systematic way. What distinguish our approach from others is that 1) most of existing works rely on performance measurements under a
variety of workloads/strategies, comparing with other DFSs or running application programs, but our approach is based on architecture
and design level models and systematically derived performance models; 2) our approach is able to both qualitatively and quantitatively
evaluate the performance of DFSs; and 3) our approach not only can evaluate the overall performance of a DFS but also its components
and individual steps. We demonstrate the effectiveness of our approach by evaluating Hadoop distributed file system (HDFS). A series
of real-world experiments on EC2 (Amazon Elastic Compute Cloud), Tansuo and Inspur Clusters, were conducted to qualitatively
evaluate the effectiveness of our approach. We also performed a set of experiments of HDFS on EC2 to quantitatively analyze the
performance and limitation of the metadata server of DFSs. Results show that our approach can achieve sufficient performance
analysis. Similarly, the proposed approach could be also applied to evaluate other DFSs such as MooseFS, GFS, and zFS.
Index Terms—Distributed file system, architecture model, practical performance analysis, HDFS
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1

INTRODUCTION

D

ATA-INTENSIVE DFSs are any file system that allows
multiple users to access to files distributed on multiple
machines via a computer network, for the purpose of
sharing files and storage resources [22]. DFSs are emerging
as a key component of large-scale cloud computing
platforms. Applications on such computing paradigms
come with increasing challenges on how to transfer and
where to store and compute data reliably and efficiently.
Specifically, these challenges include data transfer bottlenecks, performance unpredictability, scalable storage and
so on. To deal with these challenges, various DFSs such as
Hadoop distributed file system (HDFS) [2], the Google file
system (GFS) [11], MooseFS [3], and zFS [21], have been
developed for large-scale distributed systems such as
Facebook and Google.
Performance analysis is an important concern in the
distributed system research area. Researchers have made a
lot effort to evaluate, model, and analyze distributed systems
for computing intensive or data intensive applications. There
exist well-known evaluation benchmarks (e.g., LINPACK,
mpiBLAST) for computing paradigms. However, similar

. The authors are with the Department of Computer Science and technology,
Tsinghua University, Qinghuayuan 1#, Haidian District, Beijing 100084,
China and the Research Institute of Tsinghua University in Shenzhen,
China. E-mail: wuyw@tsinghua.edu.cn.
Manuscript received 9 Nov. 2012; revised 20 Dec. 2012; accepted 21 Dec.
2012; published online 11 Jan. 2013.
Recommended for acceptance by K. Li.
For information on obtaining reprints of this article, please send e-mail to:
tpds@computer.org, and reference IEEECS Log Number TPDS-2012-11-1141.
Digital Object Identifier no. 10.1109/TPDS.2013.19.
1045-9219/14/$31.00 ß 2014 IEEE

kinds of widely accepted benchmarks are rarely seen in
DFSs. For example, there is no specific benchmark proposed
for evaluating DFSs (e.g., HDFS, GFS) for web services. Some
other related works evaluate performance of DFSs by
comparing them with similar kinds of DFSs (e.g., NFS) via
running in-house benchmarks or application programs (e.g.,
[13]). Some researchers measured the performance of DFSs
under a variety of workloads and strategies (e.g., [27], [15]).
In the field of evaluating the performance of DFSs, a
typical approach taken is through experiments by running
DFSs; therefore, it is mainly based on the analysis of the
experiment results (e.g., [28]), or draw conclusion by
comparing with existing DFSs (e.g., [13], [23]). Therefore,
there rarely exist approaches that are capable of qualitatively and quantitatively analyzing the overall performance
of a DFS or its individual step or component, prior to the
deployment of the DFS, without running benchmarks or
particularly designed or selected applications. In this paper,
we propose such an approach that is driven by architecture
and design models of DFSs.
System architects can use design-time performance to
evaluate the resource utilization, throughput, and timing
behavior of a system prior to the deployment due to the
following reasons: 1) analyzing performance of the system
is much less expensive than testing the performance of the
system by running it, 2) it is simply infeasible to test all
kinds of different configurations of the system by running
it, and 3) performance analysis on models helps architects
make configuration and deployment decisions to avoid
costly redesign, reconfiguration or redeployment.
Published by the IEEE Computer Society
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Some model-driven performance analysis and prediction
(MDPAP) approaches (e.g., [10], [19]) have been proposed
in the literature and especially Balsamo et al. conducted a
survey on MDPAP [9]. The survey results reveal that
1) most approaches make use of unified modeling language
(UML) [18] or UML-like formalisms to describe behavioral
models, 2) few approaches provide direct correspondence
between the software specification abstraction and the
performance model evaluation results, and 3) the performance model should be easy to apply in practice. The key
challenge of MDPAP approaches is finding the right
architecture and performance abstraction of the system
under study.
Based on the above study, in this paper, we propose a
practical performance analysis methodology particularly
for DFSs. The approach is based on the UML specification
of the DFS architecture and their key behaviors (see
Section 2). Some elements of the architecture model are
also characterized by some stereotypes from the MARTE
profile [6], which is a UML profile for modeling and
analysis of real-time and embedded systems. We define the
following characteristics of our methodology:
DFS architecture and design models provide a
common understanding of DFS, which is considered
crucial as DFS practices lack of such a common
knowledge base.
2. Based on the models, one can systematically and
automatically derive configurable parameters.
Without them, this activity will heavily rely on
expert tacit knowledge, inevitably leading to the
low-quality management of the process.
3. Configuring DFS systems is typically the first and
most important step to set up experiments. Therefore, our methodology provides a way to design
experiments whose results directly contribute to
performance analysis.
4. Qualitative and quantitative performance analysis
can be conducted, based on the models, system
configurations and experiment results. Analysis
results can be also interpreted based on the
architecture and design models, therefore making
the architecture and design refinement much easier.
5. Based on the models, both the overall system
performance and individual component or execution
step performance can be analyzed. This is because
the message interactions and relationships between
components are clearly specified in the architecture
and design models.
As one popular master/slave structured DFS, HDFS is
selected as the representative for evaluation. Three sets of
real-world experiments were conducted to qualitatively
assess the effectiveness of our performance analysis
approach. We also conducted a set of experiments of HDFS
on EC2 to quantitatively analyze the memory and CPU
bottlenecks of the metadata server of HDFS and formulate
the response time of the Read operation of the metadata
server to client requests. Results show that our approach
can achieve an acceptable level of qualitative and quantitative performance analysis.
1.
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In Section 2, we first present the architecture and design
models we built for DFSs, based on which, we propose a
configuration guideline (see Section 2.3) and the performance modeling and analysis approach (see Section 3). In
Section 4, we report how we evaluated our approach and
the evaluation results. The related work is provided in
Section 5. We conclude the paper in Section 6.

2

ARCHITECTURE, DESIGN MODELING, AND
PERFORMANCE-RELEVANT CONFIGURATION

The architecture and design models we present in this
section are general for typical DFSs, but we use the
terminologies from HDFS [2] (e.g., namenode, datanode)
to discuss the common concepts of DFSs.

2.1 Structural Modeling
The structural model consists of three models: data model,
node specification model, and application to node deployment model.
The data model specifies the structure of the software
deployed to DFS nodes as a class diagram. It mainly
contains classes DataNode, NameNode, Client, File,
and Block. Classes Client, DataNode, and NameNode
correspond to software deployed to client workstations,
datanodes and the namenode (i.e., metadata server),
respectively. File and Block are two important DFS
concepts and are entities needed to be consistent with the
behavioral model. Note that the software classes in the data
model are the abstraction of the software deployed to DFS
nodes for the purpose of capturing sufficient information to
support performance analysis. Therefore, only configurable
attributes (e.g., size of Block) are captured. Operations of
each class are referenced by the behavioral model (see
Section 2.2). This data model is a minimum in the sense that
we only capture concepts that are relevant to performance
analysis, nothing more.
The node specification model (see Fig. 1) models the
internal structure of nodes and their properties related to
performance analysis. For a DFS, all its contained nodes
are physical processing devices capable of storing and
executing program code. Therefore, their fundamental
service is to compute [6]. In MARTE, stereotype
<<HwComputingResource>> denotes an active execution
resource. In DFSs, all the nodes are computing resources
and hence all have it applied. Plus, they are all applied
with <<CommunicationEndPoint>>, indicating that all the
nodes provide a mechanism for connecting/delivering
data to a communication media. Each node is composed of
one or more Processor, Disk, and Memory. <<HwProcessor>> has attributes of op_Frenquecies (the clock
frequency), nbCores (the number of cores), among others.
<<HwDrive>> and <<HwRAM>> denote a mass storage
memory and a processing memory, respectively. Note that
only few attributes of the stereotypes are shown in Fig. 1
due to space limitation.
As shown in Fig. 1, the application to node deployment
model of DFSs captures physical connections among nodes
and the deployment of software components to nodes, as a
UML deployment diagram. A client node is connected to the
namenode and one or many datanodes through network,
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Fig. 1. Application to node deployment model and node specification model (red part).

which is specified as the associations between them
stereotyped with <<CommunicationMedia>>. Configurable
properties of the physical nodes are shown as attributes
stereotyped with <<Configurable>>. This deployment diagram also indicates an instance of software component
NameNode application (DataNode application) is
deployed to physical node NameNode (DataNode), which
is linked to software class Namenode (DataNode) of the
data model.
Note that in some DFSs, an instance of the client
application software and an instance of the datanode
software can be installed on the same machine.

2.2 Behavioral Modeling
Reading and writing files are two most important DFS
operations. Therefore, the behavioral model consists of two
UML sequence diagrams, each of which models the
interactions between clients, datanodes and the namenode,
which are realized in sequence diagrams as messages.
Notice that DFSs are message-based systems. In DFSs, the
delivery time of a message is determined by the file size
being read or written from/to DFSs, and also the network
conditions, and the current status of the receiver and sender
of the message.
Besides messages, UML sequence diagrams also allow us
to model loop, optional, alternative and parallel branches
through advanced features: CombinedFragments. This is
very important for modeling Read and Write of DFSs as we
need to capture repeated steps, optional and alternative
branches, and concurrent steps.
2.2.1 Read
As shown in Fig. 2, to read a file, a client first contacts the
namenode and then it will translate the file name into a list
of block information and return them to the client node.
The block information contains a list of datanodes that store
each block. Then the client connects itself to the “closest”
datanode and requests a specific block ID. This can be done
in parallel (the par combined fragment in Fig. 2), or
sequentially (the else operand of the alt combined fragment
in Fig. 2). Notice that the alt combined fragment specifies
and distinguishes two types of realizations of the Read
operation in DFSs. The opt combined fragment with
condition “need more block info.” shows that the first
getBlockLocations operation might not get all the
block information related to the file. In such cases, the

getBlockLocations operations should be invoked multiple times. How many times required depends on the size
of the file and how much information returned by one
invocation of the operation and so on. The parameter N in
the condition of the first loop combined fragment denotes
the number of block information returned by a getBlockLocations invocation. Of course, the other approach is to
gather all the required block information from the first
getBlockLocations invocation.

2.2.2 Write
To write a file to DFS, a client application first creates a new
file (see Fig. 3). This creates operation further sends a
message to the namenode through a remote procedure call
(RPC) to complete the creation of a new file in the
namenode. At this time, there is no block related to the
newly created file. Alternatively, a client can append new

Fig. 2. Sequence diagram for the Read operation.
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TABLE 1
Configurable Parameters

Fig. 3. Sequence diagram for the Write operation.

data to an existing file in the system. Then operation
append is invoked instead of invoking operation create.
This is captured in Fig. 3 as the alt combined fragment.
The client needs to send a message to the namenode to
request for adding new blocks. This addBlock operation is
also required as long as a block being written is full and
there is a need for requesting a new block, as shown by the
opt combined fragment in the loop combined fragment.
The client sends a write request to the first datanode
(writeRequest), which, therefore, sends an asynchronized message to its local disk to write data (writeToDisk), while sending another asynchornized message to the
next datanode to request writing (writeRequest(i++)).
When the writing disk operation is completed, the datanode
sends an acknowledgement message to its previous datanode (writeAck(i–)), and eventually an acknowledgment
message is sent to the client (writeAck). Notice that the
parameter L in the loop combined fragment denotes the
total number of datanodes involved in a Write operation.
Therefore, this parameter indirectly reflects the size of the
file being written.

2.3 Performance-Relevant Configuration
For the structure configuration, one has to configure the
DFS by making decisions such as number of nodes to
deploy and what their internal topologies are. More
specifically, we need to, based on the structural model
described in Section 2.1, to configure the topology of the
DFS nodes and their internal structures.
Regarding performance parameter configuration, performance-relevant parameters should be bound to concrete
values when the system is configured. For example,

parameters applied with stereotype <<configurable>>
(e.g., NetAdapterLatency of ClientNode) (see Fig. 1).
This type of configuration also includes configuring data
model classes by assigning concrete values to their
configurable attributes, for example, size of Block.
Based on the structural and behavioral models, we
systematically derived a set of performance-relevant, configurable parameters, as shown in Table 1. They will be
used to derive the analysis formulas (see Section 3).

3

PERFORMANCE MODELING AND ANALYSIS

A performance model is an instance-based representation of
a runtime system, focusing on how the system uses all
kinds of resources and how the usage of them impacts the
system performance, for example, response time. Therefore,
we mainly reply on the Read and Write sequence diagrams
(see Figs. 2 and 3), and the configuration parameters to
derive performance analysis formulas for DFSs.
To analyze the performance of a DFS, we mainly
consider time required to send messages between client
nodes, the namenode and datanodes. Therefore, the total
response time is determined by time required for each
operation invocation (in messages) between two nodes.

3.1 Read
As one can see from Fig. 2, the overall Read response time
(Tt read ) consists of three parts: time for operations open,
getBlockLocations, and readBlock. We, therefore,
can derive the following formula for the Read operation:
Tt

read

¼ Topen þ NTgetBlockLocations þ MTreadBlock ;

ð1Þ

where N and M denote the total number of getBlockLocations, and readBlock operations of a Read
operation, respectively. As discussed in Section 2.2, the
sequence diagram in Fig. 2 represents different types of
DFS implementations and therefore values assigned to M
and N are different for different implementations. Note
that there is always one open operation. M and N also
depends on the size of the block location information
returned by each getBlockLocations operation. In
other words, if more block location information returned
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by each getBlockLocations, then less number of
invocations of getBlockLocations (Pp1) is required,
therefore leading to shorter response time.
Topen , TgetBlockLocations , and TreadBlock denote the time spent
on each invocation of open, getBlockLocations, and
readBlock, respectively. As shown in Fig. 2, each
invocation of getBlockLocations requires a message
sent from a client node to the namenode. Time of sending
such a message depends on the network adapter bandwidth of the client node (Dp8), the current workload (Dp4),
request queue length (Dp5) and response queue length
(Dp6) of the namenode, and also the network latency (Dp9)
between the client node and the namenode. One can easily
observe from (1) that when the network condition is not
good, the response time of the Read operation will be long,
and if the size of the file to read is large, it of course takes
longer time to read since more getBlockLocation and
readBlock will be invoked. For readBlock, each invocation
triggers a message sent from the client to a datanode.
Therefore, the following factors have influences on the time
of sending such a message: the network adapter bandwidth of the client side (Dp8) and the datanode side (Dp7),
and the network latency (Dp9) between the client side and
the datanode.
The block size (Dap1) is defined as a configurable
attribute of class Block in the data model (see Section 2.1).
When the system is configured, such attributes should be
specified (see Section 2.3). When we derive performance
prediction formula, this parameter should be considered as a
factor as well. Taking into account all the above-mentioned
factors, we can further detail (1) into the following set of
formulas, which specify all these factors influencing the
response time of reading a file:
Topen ¼ f1 ðDap1; Dap2; Dp8Þ;

ð2Þ
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addBlock. Operation writeRequest consists of all the
operations needed to write a file to datanodes. It is possible
to further decompose writeRequst to its nested operations
to achieve better performance analysis, which is considered
as our future work. We can then derive the following
formula for Write:
Tt

write

¼ Tcreate þ Trpc create þ TwriteRequest þ P TaddBlock ;

ð6Þ

where P denotes the total number of addBlock invocations. P depends on the file size. Reading large files leads to
large P . It also depends on the block size. If the block size is
large, then less number of operation addBlock is invoked
and therefore small P .
Tcreate , Trpc create , TwriteRequest , and TaddBlock denote the time
required for each invocation of operations create, rpc
create, writeRequest, and addBlock, respectively.
As shown in Fig. 3, operation create invokes operation
rpc create, which requires a message sent from a client
node to the namenode to create a new file. Similar
procedure is followed for append. Therefore, for create,
and rpc create and append, time required for them
depends on factors Dap1, Dap2, Dp4, Dp5, Dp6, Dp8, and
Dp9. We can then obtain the following formulas:
Tcreate ¼ f4 ðDap1; Dap2; Dp4; Dp5; Dp6; Dp8; Dp9Þ:

ð7Þ

Trpc create ¼ f5 ðDap1; Dap2; Dp4; Dp5; Dp6; Dp8; Dp9Þ;

ð8Þ

Tappend ¼ f6 ðDap1; Dap2; Dp4; Dp5; Dp6; Dp8; Dp9Þ:

ð9Þ

Operation writeRequest is more complicated than the
others since it involves multiple steps, which send
messages among the namenode, client node, and datanodes. Therefore, many factors have impact on the response
time of the operation:
Tcreate ¼ f7 ðDap1; Dap2; Dp4; Dp5; Dp6; Dp7; Dp8; Dp9Þ:

TgetBlockLocations ¼ f2 ðDap1; Dap2; Dp4; Dp5; Dp6; Dp8; Dp9Þ;

TreadBlock ¼ f3 ðDap1; Dap2; Dp7; Dp8; Dp9Þ:
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ð3Þ

ð10Þ

ð4Þ

As for Read, if we consider factor count, (6) should be
changed to

Functions f1 , f2 , and f3 are very hard to obtain. We,
however, can obtain estimated functions via conducting a
series of experiments (see Section 4). These functions can
then be used to analyze response times of the Read
operation when different configurations are given.
In DFSs, it is usually a case that multiple clients read or
write files concurrently. Therefore, there is a very important
factor that greatly impacts the response time of the Read or
Write operations: count, denoting the number of concurrent
Read and Write operations. Considering count, (1) should be
changed to

Tt

write

¼ countðTcreate þ Trpc create þ TwriteRequest þ P TaddBlock Þ:
ð11Þ

4

EVALUATION

ð5Þ

4.1 Qualitative Performance Analysis
In this section, we present a series of real-world experiments that we conducted to evaluate the effectiveness of
using our approach to qualitatively analyze the response
time of Read and Write. All the experiments are based on
HDFS [2], though the whole methodology described in the
previous sections are general for all typical DFSs (see
Section 4.3).

3.2 Write
Similarly, we derive the performance model for Write. As
shown in Fig. 3, the overall write response time (Tt write ) can
be decomposed into five parts: time required for operations
create, append, rpc create, writeRequest, and

4.1.1 Experiment Settings
As shown in Table 2, the first experiment was deployed on
one box of the Tsinghua Tansuo-100 High performance
machine (abbreviated as Tansuo), which can have up to
104 TFlops computing power. We deployed one namenode

Tt

read

¼ countðTopen þ NTgetBlockLocations þ MTreadBlockÞ Þ:
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TABLE 2
Configurations of Three DFS Systems

TABLE 4
Experiment Settings

and 17 datanodes to Tansuo. Each datanode also has a client
application installed; therefore, these 17 datanodes also act
as client nodes. All the namenode and datanodes have the
same hardware configuration (see Fig. 1). The second
system was deployed on the Inspur cluster, with one
namenode and eight datanodes. The namenode in Inspur
has lower hardware configuration (e.g., much less memory)
to compare with Tansuo. The detailed hardware configuration of each datanode in Inspur is provided in Table 3, from
which one can notice that datanodes D1, D2, and D3 have
much smaller memory size than the others and the CPU of
D4 has 12 cores, which is larger than the others. The third
experiment was deployed on the Amazon Elastic Compute
Cloud (EC2) (http://aws.amazon.com/ec2/). EC2 is a
commercial web service and a virtual computing environment, as opposed to Tansuo and Inspur. We deployed 60
datanodes on it with the same configuration (see Table 2).
For each experiment, we conducted a series of tests, each
of which was performed under a different combination of
file size and count. Recall that count denotes the total
number of concurrent Read or Write operations. The block
size was set to 64M by HDFS.
As shown in Table 4, for each of the three experiments,
we conducted 23 tests, which are divided into three phases:
Phase I, Phase II, and Phase III. Each test was run four times
and the consistency of the results was checked. We did not
identify any significant inconsistencies and therefore in the
remainder of the paper, we only report one group of the
test results.

invocation often obtains all the required information for
a Read operation. Also note that time for open and
getBlockLocations is longer, compared to other two
phases. This is again because Phase I has the largest count.
Regarding readBlock, time increases slowly along with
the increment of the total file size, simply because larger
files need more time to read.
During Phase II, the total size of all the files being read at
each test remains same (i.e., 6), though file size increases
and count decreases correspondingly. It is clear from Fig. 4
that time for readBlock remains stable since it mainly
depends on the total size of the files. Note that this is only
true when the size of each file is less than the block size.
Time of invoking getBlockLocations and open decreases along with the decrement of count. This is because
reading a file requires invoking open once and times of
invoking getBlockLocations are small since the size of
each file is still less than the block size (see Fig. 2). During
Phase III, only one file was read in each test and therefore
count equals 1 (log size ¼ 0). File size increases from 64M to
4G. Therefore, time for readBlock increases and more
time to invoke getBlockLocations is required.
One can also observe from Fig. 4 that readBlock
requires significantly more time than getBlockLocations and open, especially when the file size is large. This
can be interpreted as readBlock is invoked more times
than the other two (N > M > 1, (1)). One can also observe
that it requires increasingly more time to read blocks when
the file size increases. This is because larger files are
divided into more blocks and therefore more invocations of

4.1.2 Experiment Results and Analysis
Read. During Phase I, open (2) has to be invoked as many
times as the number of the files concurrently been read (i.e.,
count). Therefore, as shown in Fig. 4, during Phase I of the
experiment, time for open and getBlockLocations are
stable at log value 10. This is because Read invokes open
and getBlockLocations once and therefore the time for
these two operations is determined by count. As all the files
in Phase I are small size, one getBlockLocations
TABLE 3
Configurations of Inspur Cluster Datanodes

Fig. 4. Response time of the Read operations.
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readBlock are occurred (i.e., N increases along with file
size increment, formulas (1) and (4)). Very similar results
were observed for all the datanodes in Tansuo and this is
because they all have the same configuration.
Inspur has low-end hardware configuration than Tansuo
(see Tables 2 and 3). The network connection between the
namenode and datanodes is Megabit Ethernet with larger
latency and the connections among datanodes are Gigabit.
Hence, we expect that, for Read, getBlockLocations
will take longer time in Inspur than Tansuo, since the
operation is invoked through sending a message from the
client to the namenode. The other two Read operations
should not be much impacted by the configuration
difference. We expect that as long as the hardware
configuration of the namenode does not form a bottleneck
to the whole system, the Read response time in Inspur
should be very similar to the results we obtained from
Tansuo, except that more time (but not significantly) is
expected for getBlockLocations. Experiment results
conducted on Inspur prove that our analysis is correct.
The system performance is presented in Figs. 4b and 4c.
Note that D1 (D5) has the lowest (highest) configuration
among all the Inspur datanodes. From the figure, one can
see that in all the phases, getBlockLocations took more
time in Inspur than Tansuo.
The experiment we conducted on Amazon EC2 has
larger scale than the first two. As shown in Table 4,
60 datanodes were deployed and they all have the same
configuration. The namenode configuration of Amazon EC2
is higher than that in Inspur but lower than that in Tansuo.
Therefore, we do not expect that the namenode would be
the single-node bottleneck of the system performance
because of memory limitation. However, we predict that
overall EC2 should take longer time than Tansuo and
Inspur because EC2 is a virtual machine-based environment. Therefore, the hard disk I/O speed of EC2 is slower
and network communication also needs multiple routers,
which should cause the overall lower performance of
reading files in EC2 than Inspur and Tansuo. Our analysis
again is proved correct; as shown in Fig. 4d: overall, all the
Read operations took longer time during all phases than
Tansuo and Inspur.
Write: In Fig. 5, during Phase I, time for operations
create, rpc create, and addBlock does not increase
along with the increment of the total file size, because the
file size is small (1-64K) and therefore basically each of these
three operations is invoked once only. Additionally, in
Phase I, 1,024 files were written to the systems concurrently
and hence these three operations were invoked 1,024 times.
So comparing with Phase II and Phase III, the total time for
each of these three operations in Phase I is the longest
among all phases. In Phase I, time for writing files to blocks
increases along with the increment of file size.
During Phase II, time required for writeRequest is
roughly stable at log value 15, because the total size of the
files remains at 64M. Along with the decrement of count,
time for create, rpc create, and addBlock decreases.
This is because the file size is still equal or smaller than 64M
(the predefined block size); hence, count determines how
many times are needed to invoke these three operations.
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Fig. 5. Response time of the Write operations.

In Phase III, all files are over 64M; therefore, significantly
more time is required for writeRequest, because when a
file is larger than 64M, more than one block is needed to
write the file. Therefore, the value of L in the loop combined
fragment (see Fig. 3) will increase and consequently more
times of invoking writeToDisk and writeRequest are
needed. Due to the same reason, addBlock is invoked
more times, hence time for addBlock increases long with
the increment of the file size.
Due to the difference of the Inspur and Tansuo
configurations, we expect that in Inspur, more time (but
not significantly) should be taken on all the Write
operations. This is because all the Write operations (i.e.,
create, rpc create, writeRequest, and addBlock)
involving message interactions between clients/datanodes
and the namenode (see Fig. 3). The performance of sending
and receiving these messages is influenced by the network,
which is Megabit Ethernet with larger latency, instead of
Gigabit Ethernet with lower latency as in Tansuo and EC2.
This analysis is proved correct, as shown in Figs. 5b and 5c.
In addition, we also predict that the difference (mainly on
Memory) among the configuration of the Inspur datanodes
should not have significant impact on their performance as
DFSs usually have no high requirements on datanode
Memory. This analysis is again proved correct by comparing Figs. 5b and 5c. Note that the pulses in Fig. 5b are most
probably caused by the instability of Inspur itself.
EC2 is a virtual machine-based environment which
slows down the system performance. Therefore, we expect
that the response time of the Write operations should be
longer than that in Tansuo and Inspur. This analysis is
again proved correct, as one can see from Fig. 5d.

4.2 Quantitative Performance Analysis
We did not observe any situation, where the namenode of a
system reaches its bottleneck (see Section 4.1). But, being
able to quantitatively analyze the limitation of the namenode beforehand is crucial. Hence, in this section, we
discuss how we analyze the memory and computation
limitations of the namenode, relying on the analysis of the
response time of Read. Note that here we only analyze the
performance of the namenode of a DFS and we particularly
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focus on the analysis of the getBlockLocation round
trip message—the only type of message that the namenode
has with clients.

4.2.1 Identify Namenode Memory and CPU Bottlenecks
As all user requests have to be processed by the namenode,
there is a performance limitation for metadata operations,
regardless how powerful its CPU is or how large its
memory is. For the memory limitation, each file takes
roughly 200 bytes of memory. Thus, the maximal number of
files that the namenode can support is limited. For example,
if the total memory of the namenode is 16G, the maximal
number of files is up to 86 million, though this number may
vary based on how long file names are and how many
levels the files are down from root.
Regarding the CPU or computational limitation, we
measure it as the maximal number of requests (Read or
Write metadata operations) that the CPU can process per
second. To see how this factor is important to the
performance of the metadata server, consider there be a
time period lasting for t seconds and during that period
the rate of incoming requests is p. Assume the maximal
number of requests per second that the CPU (we choose
for the namenode) can process is q. If q is larger than p,
each incoming request will be processed quite soon since
there will be no queuing. However, if q is smaller than p,
which is always the case when there comes a request
peak, the average response time of requests in this period
will increase by tðpqÞ
2q , according to the queuing theory.
From the equation above, one can easily conclude that
the amount of average response time will keep going up
continuously as t or p increases. However, for any client
using HDFS or other DFSs, there should always be an upper
bound for the response time of a request, simply because
one cannot wait for a request to be responded endlessly,
hence making the whole client stuck in place. Therefore, if
an upper bound of the average response time is given as B
second and the latency of network (Dp9) for the round-trip
message getBlockLocation is given as C second, we can
infer, using equation tðp  qÞ ¼ 2qðB  CÞ, how large scale
(t and p) of the request peak (that the namenode can suffer
but still keeps the average response time in bound) is. For
example, if the lasting time of the request peak is T second,
the maximal request rate of that period is
pmax ¼

2qðB  CÞ
þ q:
T

ð12Þ

The above equation can really give a nice estimation of p
when t is given or vice versa. However, q remains as an
unknown factor for the given namenode. Though some
experiments can be performed to obtain the value of this
factor, it is not an easy task since many clients are required
to push the namenode to its limit as well as a whole HDFS
environment should be set up. In the next section, we
discuss how to determine the value for q.

4.2.2 Determine the Maximal Number of Requests that
the Namenode Can Process
In our experiments, we modified HDFS to do only metadata
operations to test the performance of namenode. To keep its
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TABLE 5
Quantitative Evaluation Experiment Settings

CPU as busy as possible, we use several clients to perform
metadata operations in parallel. The number of clients
varies from 10 to 99 and each client continuously sends read
requests to namenode sequentially. We chose three different
types of instances from Amazon EC2 as the namenodes and
use the SPECjvm2008 benchmark to evaluate the performance of their CPUs. The hardware configurations and
SPECjvm2008 results of the instances are given in Table 5.
Based on (3) (see Section 3), it is easy to see that the
response time of getBlockLocation is determined by
seven factors: Dap1, Dap2, Dp4, Dp5, Dp6, Dp8, and Dp9.
In our experiment, we intentionally let the file size (Dap1)
smaller than the block size (Dap2), implying that reading
one file only needs read one block. Dp5 is actually l and
Dp6 is the response queue length, which is actually
determined by clients, not the namenode when network
condition does not cause the messages piled up in the
namenode side—the case of our experiment. Therefore we
do not consider Dp6 as an impact factor on the response
time. Both Dp8 and Dp9 are set constant. Hence, we can
easily draw the conclusion that the response time is only
determined by Dp5 (l): the number of requests in the
waiting queue when a Read request arrives. From Fig. 2,
one can see that it takes time for the namenode to execute
the getBlockLocation message (the bar on the namenode lifeline). This corresponds to the time of the namenode
locating/searching file block information from a sorted
block metadata record sequence, which is further determined by the number of file blocks (c) stored in the
namenode with formula ln c. So, based on our models and
the analysis, we conclude that the response time of
namenode to client requests is proportional to l ln c.
Note that l is proportional to the number of clients.
Moreover, to simplify our experiments, we make c also
proportional to the number of clients. The rationale is that
the number of files in HDFS is mostly expected to increase
as the number of clients grows up. Therefore, what we can
expect that the response time of metadata operations should
be proportional to x ln x, where x denotes the number of
clients in the experiments.
Fig. 6 shows how the response time of Read varies with
the number of clients when we chose nn1, nn2, and nn3
instances to be the namenode, respectively. A summary of
the fit result is shown in Table 6, from which one can see
that the x ln x curves fit quite well with our test points:
all the R2 are larger than 0.99. Moreover, when considering
the reciprocal of coefficient of x ln x, the ratio among three
namenodes are 1:3.5089:6.6826, and the ratio of their
SPECjvm2008 results is 1:3.5065:6.2338. These two ratios
are fairly close, implying that the SPECjvm2008 results are a
good estimation of how many requests the namenode can
process per second. In addition, the conformance of our
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TABLE 6
Descriptive Statistics of Fit of Response Time of Read

the performance of their namednode(s) and datanodes.
However, our approach is still valid as long as the same
strategy is applied in all the systems including DFS under
analysis and deployed DFSs for collecting analysis data.
Fig. 6. Fit of response time of Read.

results to the SPECjvm2008 benchmark indicates that our
analysis of x ln x is correct, which forms the foundation of
the derivation of the fit curves.
As long as we can get a good estimation of how many
requests that the namenode can process per second, we can
further predict how large scale of the request peak that the
namenode can suffer without compromising the response
time upper bound, described as follows:
Run the SPECjvm2008 benchmark to get a score (s)
for CPU. Using nn1 as the example, its s ¼ 7:7.
2. Calculate the maximal request that the namenode
can process per second according to equation
s
0:90490
q ¼ 7:7 ln c 1;000. Recall that c is the number of
files. In this formula, we use the values of s and
reciprocal of coefficient of x ln x of namenode nn1 to
calculate the constant of the formula.
After we got the value for q, we can then use (12) to
calculate the maximal incoming request rate p for a known
time period t.
1.

4.3 Discussion
All the systems deployed for the experiments are HDFS.
However, the qualitative and quantitative performance
analysis approach that we propose in this paper and
applied in the experiments can be also applied for other
typical DFSs such as MooseDFS, GFS, and zFS, with similar
system structure and behavior as HDFSs.
In the qualitative performance analysis, we evaluate a
DFS from the most critical aspect of its performance:
response time of Read and Write. The same approach can
also be applied for other operations such as File List, as
long as the behavior of such operations is specified,
for example, using UML sequence diagrams, as we did
for Read and Write (see Figs. 2 and 3). In terms of the
quantitative performance analysis, we only conducted the
performance analysis for namenode. Similar kind of
analyses can also be applied to evaluate the performance
of datanodes. In the case that a DFS has multiple
namenodes, we can reasonably consider the multiple
namenodes as a whole (i.e., integrated CPU and Memory),
when analyzing the performance of the system handling
the metadata operations using our approach.
Replica strategies are commonly used in DFSs and
introducing such strategies to the DFSs have impact on
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RELATED WORK

5.1

Model-Driven Methodologies for Performance
Analysis
Balsamo et al. [9] conducted a survey on model-driven
performance analysis and prediction in software development. The authors pointed out that the software performance prediction/analysis process is based on the
availability of software artifacts describing suitable abstraction of the final software system. According to the survey,
most of the methodologies that the authors studied make
use of UML or UML-like formalisms to describe models,
which is consistent with our work.
Tawhid and Petriu proposed an approach [26] to
integrate performance analysis to the model driven development of software product lines. Annotated and parameterized UML sequence diagrams with the MARTE
performance annotations (i.e., stereotypes) are required to
be built for each use case of the system. The resulting
sequence diagrams are then transformed into an LQN
performance model for analysis [19]. A simulation-based
approach is proposed in [10], which uses Palladio component models to specify component-based profile of a
system. Pllana and Fahringer proposed a UML-based
modeling approach (without analysis) for performanceoriented, parallel and distributed applications [20]. UML
class, deployment and activity diagrams, extended with a
large number of stereotypes, are mainly used to model
architectures of parallel and distributed applications.
To compare with all these approaches, our approach
aims to provide a practical means for the system analysts to
analyze the system performance. The approach is simple in
the sense that the effort required for modeling is much less
than the modeling effort required by the approaches
proposed in the related work.
5.2 Distributed System Performance Analysis
In benchmarks [12], [30] some HPC benchmarks (e.g.,
NPB, STREAM (for memory bandwidth), high performance LINPACK (HPL), IOR, and BT-IO (for parallel IO))
are used to evaluate distributed systems. They also test
some real-world applications (e.g., POP, CCSM, mpiBLAST, CSFV) for investigating a variety of relevant
issues such as performance (execution time, network
latency and IO bandwidth), scalability and performance
variability. Note that all of them rely on running benchmarks or application programs. Our approach, however,

WU ET AL.: MODELING OF DISTRIBUTED FILE SYSTEMS FOR PRACTICAL PERFORMANCE ANALYSIS

relies on architecture and design models of DFSs for their
performance analysis, therefore saving cost and helping
architects making decision of configuring and deploying
DFSs prior to the deployment.
For distributed/parallel file systems (e.g., HDFS [2], GFS
[11], MooseFS [3], PVFS [5]), there is no well-recognized
benchmarks for evaluating or analyzing them. In [17], [24],
and [26], in-house microbenchmarks (concurrent read/
write from single/different files) are used and their
evaluation results show that each of them is good at
different aspects and they are quite different from each
other. Research results in [16] provide a comparison of
cloud storage systems (e.g., Amazon S3 [1], Openstack Swift
[4], Microsoft SQL Azure [7]) from the aspects of high
availability, scalability, data access performance, security
and so on. As for evaluating the performance of computing
paradigms, these approaches also rely on running application programs to test performance. Beker et al. [8] also
analyzed the user-level file access patterns of a DFS by
running application programs.
Another frequently applied performance analysis approach is to rely on performance measurements under a
variety of workloads/strategies. For example, in [27], Weil
et al. used this approach to measure a DFS, named Ceph,
from various aspects such as I/O performance and write
latency. Similarly, Ligon III and Ross [15] measured the raw
transfer throughput in a variety of configurations to
indicate the performance of PVFS.
Some researchers also evaluate/analyze the performance
of a DFS by comparing with other DFSs. For example,
Howard et al. [13] evaluated their DFS by comparing it with
Sun Microsystem’s NFS file system for the purpose of
evaluating the whole file transfer strategy.
Regarding performance analysis and prediction of
distributed computing and file systems, there are a lot of
methods (e.g., machine learning [14], adaptive hybrid
model with confidence window [29]) proposed. These
approaches are mostly based on mathematical models.

6

We conducted a series of real-world experiments
deployed on EC2, Tansuo, and Inspur to demonstrate
how our approach should be applied and to evaluate how
effective it is. Results show that our approach is practical
and can achieve sufficient performance analysis.
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